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Abstract

This study investigated the suprathermal electron tails produced in a beam- 

plasma instability, and their scaling with beam and background densities. A peri

odic one-dimensional electrostatic simulation was used to study the suprathermal 

tails. Electrons were treated as particles, and ions were treated as a fluid. The 

simulation showed that ion dynamics are required for the formation of the supra

thermal tails, as expected from the theory of the oscillating two-stream instability. 

The energy of the suprathermal tails is directly proportional to the beam density, 

and does not depend strongly on the background density. There is a slight de- 

crease in the energy of the suprathermal tails as the background density increases. 

A novel numerical effect was also found: a three-plasmon interaction caused by the 

modification of the Langmuir wave dispersion relation when high-order splines are 

used as particle shape factors.
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Chapter 1: Introduction

This thesis is about suprathermal electron tails in a beam-plasma instability. 

This study started out as an attempt to explain the thin auroral layers which have 

been detected by some investigators [ Smith Mechtly, 1972; Hallinan et ai, 

1985] by rocket observations and by low-light-level stereo TV imaging. Suprather

mal electron tails are expected to occur in auroral electron beams on theoretical 

grounds—see Papadopoulos and Coffey, [1974]. Thin layers of enhanced metal

lic ion density have also been observed, by Hermann et al., [1978]. The original 

hypothesis linking the suprathermal tails to the thin auroral layers proceeded as 

follows. The suprathermal tails will contain energetic electrons which have enough 

energy to ionize neutral atoms. This ionization is above and beyond the ioniza

tion produced by the primary electron beam. Thus the suprathermal tails should 

produce additional brightness of the aurora. Now, if the density of the suprather

mal tails is positively correlated with the density of the background plasma, then 

the suprathermal tails will be denser in regions where the background plasma is 

denser, i.e., in the thin layers containing the metallic ions. Thus the layers should 

experience more ionization due to the suprathermal tails, and therefore should be 

brighter than the rest of the auroral plasma. This hypothesis depends on the cor

relation of the suprathermal tail density with the background density, and also on 

how efficient the suprathermal tails are at producing additional brightness.

The results of the study indicate that this hypothesis is false. The density 

of the suprathermal tails is uncorrelated with the background density, or perhaps 

even slightly anticorrelated. This means that the suprathermal tails in the thin 

layers of dense plasma will be no denser than in the background plasma, or even 

slightly less dense. Therefore this attempt to explain the auroral thin layers is
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unsuccessful. However, the results of the study axe of interest in themselves. I will 

first discuss the theoretical considerations which predict the suprathermal electron 

tails. I will discuss some basic plasma physics as well as the theory of the oscillating 

two-stream instability which is invoked to produce the suprathermal tails. Next 

I will present some aspects of the theory of particle simulations of a plasma, so 

that those nonphysical effects which occur in the simulation can be accounted for. 

Finally I will describe my simulation and its results.
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Chapter 2: Theory o f Electrostatic Waves

In this chapter I will look at electrostatic waves in a plasma and interactions 

among waves and between waves and particles. I will start from the Vlasov equa

tion and Maxwell’s equations. The earth’s magnetic field is strong enough that 

auroral electrons do not travel across field lines, so that a one-dimensional treat

ment of the problem is a reasonable approximation. Therefore I will consider only 

electrostatic waves propagating parallel to the magnetic field lines. This means that 

the magnetic field strength does not enter the problem, and the equations reduce 

to the unmagnetized Vlasov equation and the Poisson equation in one dimension. 

First the dispersion relations of Langmuir waves and ion acoustic waves, including 

the Landau damping rate, will be derived, then the long-time development of the 

distribution function in a bump-on-tail instability will be considered. Next I will 

examine nonlinear interactions between Langmuir waves and ion acoustic waves. 

In that context the Zakharov equations will be derived and some of their applica

tions will be shown. Finally I will examine the development of suprathermal tails 

due to the nonlinear interactions between Langmuir waves and ion acoustic waves. 

“Introduction to Plasma Theory” , by Nicholson, [1983] served as a reference for 

most of this chapter.

1 . Linear Theory o f Electrostatic Waves 

Langmuir Waves:

Langmuir waves are high-frequency electrostatic electron waves. The electrons 

oscillate in an essentially uniform background of ions. Since the ions are much 

more massive than the electrons, the amplitude of the ion oscillation is very small 

compared to the amplitude of the electron motions. The main restoring force for 

these waves is the electric field which is produced by the separation of ions and
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electrons. This restoring force is independent of the wavelength of the oscillation. 

A small additional term comes from the electron pressure; this term does depend 

on the wavelength. First the Langmuir dispersion relation will be derived. The 

relevant equations are the unmagnetized Vlasov equation for electrons and Gauss’ 

law:

^  +  v̂  -  —  y~  = 0 and = 47ren0(l
dt dx me dv dx «,

Since Langmuir waves are high-frequency phenomena, it is appropriate to assume 

that the ions do not participate in the oscillations at all, but provide only a neu

tralizing background. /  is the normalized distribution function which has been in

tegrated over the perpendicular velocity components. It is split up as /  =  /o + / i ,  

where fo is the unperturbed distribution function which represents the equilibrium 

plasma and which is not a function of position, and f i  is a small perturbation of 

the distribution function which contains all information concerning waves in the 

plasma. The electric field E is also assumed to be small; then the Vlasov equation 

can be linearized and, after some algebra, we find

k  J - c a  v  -  u / kJ k  7 -0 0

<jje is the electron plasma frequency, defined by u2 = Airnoe2/me, where no is the 

average electron number density of the plasma. (The notation dv represents the 

partial derivative of /0 with respect to v; derivatives are written in this fashion 

whenever there isn’t enough space for the standard derivative notation.) The * on 

the E indicates that a Fourier transform was done in space and a Laplace transform 

was done in time. This equation shows how any perturbations evolve. The right- 

hand side of the equation defines the initial excitations, and the factor in brackets



which multiplies E on the left side of the equation is the dielectric function e{u,k), 

which contains the equilibrium properties of the plasma. The normal modes of 

the plasma are given by the zeros of the dielectric function. These zeros define 

the dispersion relations of the different waves in the plasma. At the moment the 

dielectric function is defined only for Im(c*/) > 0; this is due to the nature of the 

Laplace transform. Thus the dielectric function must be analytically continued to 

the real axis and below. When this is done, it can be written as

we2
£ =  1 - #

[  dv +  mt(1 -  sign(Im(u>)))
J..VO v-u j/k

dfo
dv

where signO =  0. When Im(u;) =  0, the integral should be taken as a principal-value 

integral. For the case of a plasma composed of Maxwellian beams, the distribution 

function is

f 0(V) =  V  -yĴ---
„  V  27T V thm

9f0 _  _ y '  ftnjv ~ Vdm) e-(v
dv

fm, Vdm, and vthm are the fractional density, the drift velocity, and the thermal 

velocity spread, respectively, of the mth electron beam. Letting am =  (u/k — 

Vdm)/V% vthm, the dielectric function becomes

e = 1 + t|  + O m ^ W )
K m thm

where Z(a) is the plasma dispersion function, defined for all complex a (see Fried 

and Conte, [1961]). This dielectric function is valid everywhere in the complex 

w-plane. Setting e =  0 in the long-wavelength limit of a single stationary electron



6

population, the classical Langmuir dispersion relation and the Landau damping 

rate can be recovered from this expression:

Ae is the electron Debye length, defined as the electron thermal velocity vthe divided 

by the electron plasma frequency. In general, the Landau damping rate of a wave is 

proportional to the slope of the distribution function evaluated at the phase velocity 

of that wave. If the distribution function is of the bump-on-tail type, growing waves 

as well as damped waves can exist in the plasma; the growing waves occur where 

the sign of the slope of the distribution function is the same as the sign of the 

phase velocity of the wave. Then the Landau damping rate is actually a growth 

rate. I will discuss this in more detail below. The dispersion relation and Landau 

damping rate above are valid for kXe <C 1 ; if this gets too large, the exact Landau 

damping rate becomes much larger than that given by this approximate expression, 

and in fact the imaginary part of the frequency soon becomes larger than the real 

part. Langmuir waves then effectively cease to exist. This is reasonable, as single- 

particle effects should begin to become important at wavelengths of the order of 

the electron Debye length, whereas Vlasov theory is a fluid theory which does not 

consider single-particle effects.

Ion Acoustic Waves:

Ion acoustic waves are low-frequency electrostatic waves which exist when the 

ion temperature is much lower than the electron temperature. In these waves, the 

ions do oscillate. At long wavelengths ( k<C l)the electrons almost neutralize 

the ion fluctuations. In that limit the restoring force is the electron pressure. The 

small electric fields created by the small departures from exact neutrality couple



the restoring force to the ion fluctuations. At short wavelengths >  l) the

electrons are incapable of shielding the ion fluctuations, and the ions oscillate in 

a uniform background of electrons. In that case the assumption of quasineutrality 

is no longer valid, and the electric fields caused by the departure from neutrality 

provide the restoring force. Then the ions oscillate at the ion plasma frequency. 

The derivation of the dispersion relation for ion acoustic waves is almost the same 

analysis as for Langmuir waves, except that the ions are assumed to have a finite 

mass. Then the dielectric function becomes (here I have assumed that there is only 

one Maxwellian for ions and electrons, respectively)

l +  aeZ(ae) 1
£ +  k 2 \ 2 +  lfc2A2

where ae and af are defined as above. T» «  Te, so that the relevant speeds can 

be ordered as follows: vthi <  cs<  vthe, where the sound speed c, is defined by 

m,cj =  Te +  3 Ti.The factor of 3 multiplying the ion temperature comes from 

the fact that the ions are assumed to be adiabatic in one dimension, whereas the 

electrons are isothermal. Because the waves are low-frequency phenomena, ae is 

small and can be set equal to zero, and the plasma dispersion function for the ion 

term may be replaced with the first few terms of its asymptotic expansion. Only 

the real part of the plasma dispersion function is kept. The dispersion relation 

then reduces to
22 o» 22  . K c*ur =  3 k vfh- + thiT ! +  fc2A2

The second term is much larger than the first term. For k\e <C 1 , this reduces 

to u>2 = k2c2, and for k\e 1 , it becomes w2 =  w2, the ion plasma frequency. 

This is the ion acoustic dispersion relation. These ion waves also undergo Landau 

damping. If the electron and ion temperatures are similar, the Landau damping



will be very strong, because the sound speed will be similar to the ion thermal 

speed, and the ion waves will be damped out of existence within a few ion plasma 

periods.

2. Nonlinear Wave-Particle Interactions

Landau Damping:

In the presentation above, the Landau damping or growth rate was indepen

dent of the wave amplitude. Clearly this is only an approximation for a bump- 

on-tail instability, as a wave cannot go on growing indefinitely. If waves of finite 

amplitude exist in a plasma, the effects of the waves on the distribution function of 

the plasma must be taken into account. First consider the physics behind Landau 

damping: a particle with a velocity which is very different from the phase velocity 

of a given wave sees a rapidly oscillating electric field which averages to essentially 

zero, thus leaving the particle nearly unaffected. A particle which is traveling with 

almost the same velocity as the phase velocity of the wave sees a slowly varying 

electric field which can strongly affect the particle; such a particle is called a res

onant particle. In the wave frame, particles with similar velocities appear to be 

almost stationary, whereas particles with different velocities appear to be moving 

rapidly.

Now consider a finite-amplitude wave propagating at a (positive) phase ve

locity at which the slope of the distribution function is negative. Those particles 

with similar velocities will interact strongly with the wave. Since the slope of the 

distribution function is negative, most of the resonant particles will be slower than 

the wave, i.e., they will drift backwards in the wave frame. Fewer resonant particles 

will drift forward in the wave frame. The wave will tend to accelerate particles to 

its own velocity. This means that on average the wave will tend to give up energy to
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the resonant particles, because most of them axe slower than the wave. The wave 

amplitude decreases, and the average energy of the resonant particles increases. 

If the particles are initially all in phase, the distribution function may change in 

a coherent manner, i.e., the slower resonant particles all become faster, and the 

faster resonant particles all become slower. This will change the sign of the slope 

of the distribution function, and the wave then gains energy from the resonant 

particles until they have completed one cycle. However, because the wave poten

tial is generally sinusoidal, instead of being an exact harmonic oscillator potential, 

the period of this particle oscillation depends on its amplitude, i.e., particles with 

different velocities in the wave frame take different times to complete one period; 

thus eventually the phases of the particles with respect to this oscillation will be

come smeared out. This means that the distribution function becomes flatter in 

the vicinity of the phase velocity of the wave. After many such cycles, the distri

bution function is entirely flat around the phase velocity of the wave, and the wave 

is weaker than it initially was. Similarly, if the slope of the distribution function at 

the wave phase velocity is initially positive, the wave amplitude will become larger; 

the distribution function will again become flatter.

Quasilinear Theory:

This modification of the distribution function becomes important in a bump- 

on-tail instability, because, even though initially only waves of infinitesimal am

plitude may exist, some of them will eventually grow to a finite amplitude. The 

situation is slightly more complicated in the bump-on-tail instability, because there 

will be finite-amplitude waves with a range of phase velocities rather than only one; 

this means that the electric fields encountered by the particles will be random rather 

than sinusoidal, and the particles will perform random walks in phase space, rather

9
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than moving in regular phase space orbits. The final result is the same: the bump 

on the tail flattens out. To derive the equation governing the slow evolution of the 

distribution function, the distribution function is split into two parts, 

fo is the spatially averaged distribution function ( /) ,  a slowly varying function of 

time, and fi  contains all the information on waves in the plasma. The spatial av

erage of any quantity Q is defined as follows: (Q) =  limj^_oo j; 2 ^Kx) ^x' ^ *s 

the system length. (The average must be done in this roundabout fashion because 

a simple integral over all space could be divergent.) The distribution function must 

be split up in this fashion rather than letting be the initial unperturbed state 

and f i  be the perturbation because, as the system evolves, the changes in the dis

tribution function near the bump on the tail will be of the same order of magnitude 

as the initial distribution function. This would no longer be a small perturbation. 

If instead the distribution function is split up as described above, then it is still 

reasonable to assume fo fi.First the Vlasov equation is averaged over space:

d (f) ,/df\  e -
dt

The first term is clearly the time derivative of / 0. The second term is zero, if /  is 

reasonably well-behaved—if it were not zero, /  would have to become infinite at 

± 00; this would be unphysical. I also assume that there is no externally applied 

electric field, so that ( E) =  0. Then (Edvf)  so that

§  =  - f  w * >at me av

Since /1 contains information on the waves in the plasma, and since E represents 

those waves, this term will not be zero. Next the Vlasov equation is linearized so 

that f i  may be found. Plane wave solutions are assumed for /1 and E, then



The*again indicates that these are evaluated in w-fc-space. Now E fi  is substituted 

into the definition of the average and each is Fourier-transformed:

c L /2
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1  f  '
{E fi) =  lim — /  E fid x

L -*oo L  J - L / 2

1 rL /  2 f o o  oo ^

=  lim -  /  /  /
L-.ooL J _ l/2J_oq 7-00- L / 2  ■/- o o

.  lim i  r  r  / 1/2  c^ i x i k i k ' a- h
L-+oo L7-00 7-00 7 —L/2

Now the integral over x yields 27r̂ (A:-h A:') in the limit of large L. This makes the A'- 

integration very simple. Also, the energy in the electric field is proportional to the 

length of the system, on average, so the electric field energy divided by the length 

of the system will be the average electric field energy density, which is independent 

of the length of the system. Define the spectral energy density e(k) =  \E(k)\2/4L, 

then the above expression simplifies to

me J_00 t(u; -  kv) dv

Here I have made use of the fact that E is real, so that E*{k) =  E {—k). Thus

dfo _87re2 d/ f°° 
dt nil ^7-oo *(a; — kv) dv /

The spectral energy density evolves according to

|  ~t =  2 ImH £

which can ecisily be derived from the fact that dt\E\ =  Im(o;)|£,|. Im(w) is the 

Landau growth rate of the Langmuir waves, given by the slope of fo. It is now a 

function of time, because f 0 is changing in time. Thus, given an initial distribution 

function and an initial electric field spectral energy density, it is possible to find



the distribution function and electric field at any subsequent time by integrating

these two equations.

In one dimension, the distribution function evolves to create a plateau where 

the slope of the distribution function is exactly zero, so that the Landau growth 

rate is also exactly zero. In higher dimensions, the formation of such a plateau 

is impossible, because an infinite amount of energy would be required in order to 

make the distribution function flat in the perpendicular direction(s). In that case 

a quasiplateau will form, in which the distribution function is almost flat in the 

direction of the beam, but in which Landau damping does occur. After very long 

times, other effects which are not included in this theory will further modify the 

distribution function, making it more Maxwellian.

3. Wave-Wave Interactions

In this section I will examine nonlinear interactions between Langmuir waves 

and ion acoustic waves in the context of the Zakharov equations, which describe the 

combined physics of Langmuir waves, ion acoustic waves, and the coupling between 

them. The interaction between the Langmuir waves and the ion acoustic waves is 

the following: ion acoustic waves propagating in the plasma perturb the density, so 

that Langmuir waves see a plasma frequency which is not constant in space. The 

Langmuir waves, in turn, act on the electrons via the ponderomotive force. Since 

this is a low-frequency phenomenon, the electron and ion densities are nearly the 

same (at this low frequency); thus the Langmuir waves change the environment 

in which the ion acoustic waves propagate. In the derivation of the Zakharov 

equations, nonlinear effects other than those just mentioned will be ignored.
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The Ponderomotive Force:

First the ponderomotive force will be examined. The ponderomotive force is 

a single-particle effect which occurs when a particle finds itself in an electric field 

which is oscillating at a high frequency and whose envelope contains gradients. In 

an electric field which is constant in space, i.e., E =  .Eo cos cut, a particle’s orbit 

will not be significantly perturbed, although the particle will jiggle back and forth 

around its unperturbed position. If now E is a function of position, the following 

happens: during the first half-cycle of the high-frequency oscillation, the particle 

is moved by the electric field from a region of strong electric field to a region 

of weaker electric field. During the second half-cycle, the electric field that the 

particle experiences is weaker than that in the first half-cycle, so that the particle 

does not get pushed back quite to where it started. Thus the particle will tend to 

be repelled by regions of high electric field and move into regions of lower electric 

field. This is a radiation pressure force. Assume mx =  qEo(x) coscut. x is split up 

into a low-frequency (“oscillation center” ) part xo and a high-frequency part Xi 

and E q is Taylor-expanded around xo:

xo +  xi =  ^ ( E o(xq) +  x i ^ “r| )  cos cut

Now xi xo, and Eo is assumed to be a slowly varying function of position, so 

that £ 0(zo) >  xidxEo\xo and x is approximately given by

Xt = —Eq[xo)coscut =>■ Xi =  Eo{xo) cos utm mui
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This is substituted back into the equation above, which is then averaged over a 

period of the fast oscillation, to separate out the oscillation-center motion:

<i„ +  * ,) =  i „  =  (  £  ( e „  -  -̂Eocos Wt • cos J )

= — Bo(coswi) 1 — (cos2 wt)
m m2 a;2 ax

g3 3El
4 m2u2 dx

Thus the ponderomotive force is

14

Fp =  mx0 =
dEl

4mw2 dx

Note the dependence on the mass of the particle; this means that electrons will be 

much more affected by this force than will ions. This derivation considered only a 

single particle; when evaluating the effect of the ponderomotive force on a plasma, 

the above expression must be multiplied by the number density of the plasma.

The Zakharov Equations:

Next the Zakharov equations will be derived, starting from the fluid equations 

for an unmagnetized electron-ion plasma. The fluid equations in one dimension 

are:

dne d(neve) fddve\ dPe 

dm d(mvi) - (dvi dvi\ dPi
- m + A a r L =  0 mH - ^  + v< - ^ ) = - ^  +  en‘ E

9 E  A I 1—  =  47rc(n» -  ne)

The first two equations (on the left) are the continuity equations, which express 

the fact that mass is conserved. The second two equations are the momentum 

equations, which determine how the momentum density changes: the terms on 

the right are the forces acting on each fluid, pressure gradients and the Lorentz



force. The last equation is Gauss’ law which connects the divergence of the electric 

field with the net charge density at each point. To close this set of equations, the 

polytropic law will be assumed. This relates the pressure of species s to its density 

in the following way: P» =  n9T„ ~  ri]’ , where *7, is temporarily unspecified; for an 

isothermal process, it would be 1 . Then d =  The temperature Tt is 

assumed to be constant, and then there are as many equations as unknowns.

In doing this analysis, I will several times need to examine terms with a par

ticular spatial or temporal dependence, for example, ~  c’wot. In such cases it will 

be legitimate to just take the coefficients of e%u>ot as the terms of interest, even if 

other terms have a similar variation: the entire equation is multiplied by e~lUot, 

then an average over time is performed. The coefficients of e%UJot will, I assume, 

be unaffected by the averaging, whereas all other terms will vary sinusoidally and 

thus average to zero. Similarly I would average over space in order to extract a 

particular spatial frequency. Thus the various variables are split up into low- and 

high-frequency parts:

~ n0d* H'eh V  ̂ ”1” ^

rii =  n0 +  nu v; =  vu
E  =  Ei +  Eh

The subscripts e and , refer to electrons and ions, respectively, and the subscripts 

i and h refer to low- and high-frequency terms. The ion variables do not contain 

any high-frequency parts, because the ions are too massive to respond on the high- 

frequency timescale.

First the modified Langmuir wave equation will be derived. This will essen

tially be a linear analysis of the high-frequency parts of the equations, except that 

the background density will be treated as a parameter: I write no +  nel

15



where in a truly linear treatment only no would be retained. n'0 can contain spa

tial gradients, but it will be treated as a constant with respect to time. Then the 

high-frequency equations become

dneh dCn'pV )̂ _  
dt dx

I dVeh. rpi  /
m*n° “ a r  = ~ ^ T’ ~  ~  °Eh

dEh =  -47T
O X

The continuity equation is differentiated with respect to time, then is

solved for from the momentum equation: 

d2neh
+ -  =  0 dx \ me ox me J

% f n '°E h ) =  0J

dt2

Next neh is substituted from Gauss’ law:

d ( d 2Eh 2 <PEh W
dx V dt2 leVthe dx2 

The electrons are adiabatic in one dimension, because there axe no collisions which 

would transmit the change in temperature during compression in the wave to the 

other directions. This means that 7C =  3. Clearly this equation is satisfied if

d 2E h  2 TP _  0 ..2  d 2Eh. __ . ,2 n e/ p
d t 2 + ue^h the dx2 e no

The left side of this equation yields the standard Langmuir dispersion relation; the 

right side is the modification due to low-frequency perturbations in the electron 

density. The high-frequency electric field can be represented as an oscillation at 

the plasma frequency times a slowly varying envelope: Eh{x,t) =  E(x,t)e~tWet. 

The second derivative of this with respect to time is



The last term will be much smaller than either of the other two, so it is dropped. 

Then the equation becomes

.dE  3t;f2fae d2E _  u>ene< -
* dt 2ue dx2 2no

This is the first Zakharov equation.

Next, the modified ion acoustic wave equation will be derived. All nonlinear 

terms except the ponderomotive force will be neglected, as will electron inertia. 

Since ion acoustic waves are low-frequency phenomena, it is also reasonable to 

assume quasineutrality, i.e., nei =  nu\ this implies, from the continuity equations, 

vei =  vu- Then the low-frequency equations are:

dnei dvet
- a T + n ° a 7  =  0

_  dnei
0 =  —7eTe— enoEi — ------ —

dx 4meujg dx
dvei p

min°~dt~~  ~dx~ enotjl

The last term in the second equation is the ponderomotive force term. This was 

not rigorously derived from the nonlinear fluid equations, but was added from a 

consideration of the single-particle ponderomotive force discussed above. The two 

momentum equations are added

dVei ,rr , n ,^ n el e2n0 dE2
=  - ( v r « + 7iTi)-a T  "

and the spatial derivative of this equation and the time derivative of the continuity 

equation are combined to eliminate vei. This yields the second Zakharov equation:

2a y ,  1 a2i 2
dt2 °s dx2 167rmi dx2
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The two coupled equations for E and ne/ are the Zakharov equations.

The Oscillating Two-Stream Instability:

I will now apply these two equations to the problem of a finite-amplitude Lang

muir wave propagating in a plasma. Such a wave can interact with itself if there 

are ion disturbances present. Such a self-interaction is just a special case of two 

large-amplitude waves interacting with each other; in this case they happen to have 

the same frequency and wavenumber. This is the oscillating two-stream instability, 

which is an example of a parametric instability. The ion acoustic disturbance need 

not be a zero-frequency mode (although it can be if the driver wave is an oscillation 

exactly at the plasma frequency, i.e., with zero wavenumber); however it is not a 

perturbed linear ion acoustic wave. Without the presence of the Langmuir waves 

this ion disturbance would not persist.

Now assume that the perturbations have the following form (a superscript * 

denotes a complex conjugate):

E  =  Eoe^k(>x~W0̂  +  E+eH(k0+k)x-(u0+w)t) +  j£_ei((fco-fc)*-(w0-w")*)

nel =  nc*'(fcl“ wt) +

An equilibrium solution of the Zakharov equations would be E+ =  0, E -  =  0, 

=  0; this implies u>o — 3u}ek2X^/2, which is the standard linear Langmuir wave

dispersion relation (recall that E is the envelope of the electric field, not the electric 

field itself). These are substituted into the equation for the electric field, and only 

terms varying like el((fco+fc)x-(w0+w)t) are kept. Then

(2u0 +  2u; — 3u>eA dfto +  k)2)E+  =  — hE0
Uq
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so that
E _  <^n___________

+ no(2w — 3u;cAj(A:2 +  2fcoA:)) 0

A similar procedure for terms varying like c*((fco -* )* -(wo-w")t) yields

E  =   E
no(—2u> — ZueX — 2kok)) 0

This is substituted back into the equation for the density perturbation and terms 

varying like e*(fcl~wt) are kept. Then the following dispersion relation is found:
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2 j 2 2u — k c .  = u;efc21£0|2
167rmiTio

.(  I + ________ 1________ j
\2u; — 3u>eX^(k2 +  2kok) —2u> — 3u>e\%(k2 — 2kok)

This can be made into a quartic equation for u>, which can always be solved; 

however, in general the analytic expressions for the solutions of the equation are 

too complicated to be easily understood. The numerical solution is no problem. 

It is most convenient to rewrite the dispersion relation in terms of dimensionless 

variables: define

-k = ^ H k X„ El  =  ■ 3£° _
2 c3 2 c ju erriicf 647rn0Te 

then, in terms of the dimensionless variables, the dispersion relation becomes

<D4 — 4kkou3 +  (4fc2kQ — k2 — k*)Q2 + — 2 k* Eq =  0

Depending on the choices of the parameters ko and E q, and the wavenumber k, 

either all four roots are real, or two roots are real and two are complex conjugates 

of each other. Figure 1 shows a solution of the dispersion relation for = 5 and 

E q = 5. These values have no particular physical significance, although they are



physically reasonable, but they do illustrate nicely the behavior of the complex 

solutions. The curve labeled -R -  shows the real part of the frequency, and the 

curve labeled - I -  shows the imaginary part. There are two other branches; these 

are purely real and have a larger magnitude than the roots shown here. The roots 

are antisymmetric about the origin: if Cjis a solution at then —u is a solution 

at — k. Qualitatively, the parameters ko and affect the solution in the following 

way: ko determines the position of the maximum growth rate, and Eo determines 

the range of unstable wavenumbers around that position and the magnitude of the 

maximum growth rate. The phase velocities of the various excited waves are also 

of interest. Velocities are scaled by the ion sound speed, so that v# = u/k = cau/k. 

For the excited Langmuir waves, the plasma frequency and the frequency of the 

driver wave must still be added into this expression. The final result is

rr • \ 3 i4 e/2C2 +  k%±Q^(Langmuir) =  —- ------ cg
k o ± k

One point should be noted here: the two phase velocities given by the two signs 

are not necessarily negatives of each other. If k0 «  0, this will be true, but not in 

general. In the literature, this is generally assumed, and in that case the instability 

excites waves with equal positive and negative phase velocities. However, for the 

case I plotted in figure 1 , the phase velocities of the most strongly excited waves 

are quite different: if Vthe =  1500Cj, then the phase velocity of the driver wave is

11.7 vthe,and the phase velocities of the excited waves are 4.0vthe and —12Avthe 

respectively. Thus, in the oscillating two-stream instability, a plasma wave can 

excite forward- and backward-going Langmuir waves. This means that energy is 

transferred from low wavenumbers to higher wavenumbers. The growth rate is the 

same for the forward- and backward-going excited waves, but the phase velocities of
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these waves need not be equal in magnitude. This will be relevant to the simulation 

later.

In this derivation, the hallmark of a parametric instability does not actually 

appear: namely, that the driver wave must have a certain minimum amplitude 

before it becomes unstable; however, the Zakharov equations were derived from 

the fluid equations, which neglected Landau damping. This would provide the 

threshold for the instability. This threshold will not be derived here; naively, the 

driver wave should be large enough so that the growth rate of the oscillating two- 

stream instability will be larger than the damping rate due to Landau damping.

4. Suprathermal Tails

Now the above theory will be applied to the formation of suprathermal tails 

due to an auroral electron beam interacting with a background plasma. Quasilinear 

theory alone would predict that the electron beam degrades into a plateau, which is 

then marginally stable. The background plasma would slosh in the large-amplitude 

waves which are excited in such a case, but that by itself would not form any 

suprathermal tails. According to Papadopoulos and , [1974], this picture

is incomplete. They say that in such an auroral electron beam the threshold for 

the oscillating two-stream instability is exceeded before the beam can stabilize 

into a plateau. The excited Langmuir waves will have lower phase velocities than 

the driver wave, as I showed above. This means that the secondary waves can 

interact with a portion of the background distribution by Landau damping. It is 

this interaction which forms the suprathermal electron tails. In addition to forming 

suprathermal tails, this interaction will tend to stabilize the beam: the primary 

waves excited by the beam lose energy to the secondary waves, so that they grow 

more slowly or not at all. This means that the electric fields which tend to diffuse
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O T S  D I S P E R S I O N  R E L A T I O N

Figure 1 : Dispersion relation for the oscillating two-stream instability. =  5 and 

E0 =  5. The curve labeled -R -  is the real part of the frequency, and the curve 

labeled - I -  is the imaginary part.



the beam in phase space are smaller, so that the beam diffuses more slowly. This 

aspect of the problem is discussed by Papad [1975], and a simulation of it 

is presented by Rowland and Papadopoulos, [1977]. These investigations indicate 

that for relatively large ratios of beam density to background density, or relatively 

small ratios of beam velocity to thermal velocity, a beam will decay quasilinearly, 

while for small ratios of beam density to background density or large ratios of beam 

velocity to thermal velocity a beam will stabilize parametrically.

It would be nice if I could present this with the same level of mathematical 

rigor that I have used in the previous sections; unfortunately, this is impossible. 

It would require, first, that the equations governing the quasilinear evolution of a 

beam, which I derived in section 2, be modified to take into account the oscillating 

two-stream instability, and second, that the resulting equations be solved. This 

degree of complexity is beyond the scope of this thesis.
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Chapter 3: Simulation of Plasmas

In this chapter I will discuss the subject of particle simulations of a plasma. I 

will first address the questions of why simulations are useful at all, and what some of 

the fundamental limitations of simulations are. Then I will discuss specifically how 

the dynamics of a plasma are modified by the simulation, i.e., what the differences 

would be between the experimental measurement of an effect and the results of a 

simulation of the same effect.

1. Why Simulate?

First of all, it is not intuitively obvious why a simulation should succeed at 

all. In almost all real plasmas, there are many more particles than in the largest 

particle simulations. However, the number of particles is, by itself, not a terribly 

good indicator of the “size” of a problem. Most often one is interested in collective 

properties of many particles in a plasma rather than the details of individual par

ticle orbits. In most plasmas, there are many particles in a Debye cube, and the 

ratio of electric field energy to thermal energy of the particles is small. A simula

tion plasma may have fax fewer particles than the physical system it is designed 

to model, yet still be “close” to it in the sense that it also has many particles in 

a Debye cube, and that the thermal energy of the particles is much larger than 

the electric field energy. The energy ratio will probably be closer to unity in the 

simulation than in the real system, and the simulation will probably have fewer 

particles per Debye cube, but the overall collective behavior of the particles can 

still approximate the real system. Fractional fluctuations in number density, which 

decrease like the square root of the number of particles, will be higher in the simula

tion than in the real system, but that is related to the details of individual particle 

orbits, which are generally not of major interest. As long as the noise does not
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obscure the physical effects being studied, it can be tolerated. Experiment shows 

that simulating a plasma can yield interesting and meaningful results, even if not 

all effects present in the real system axe accurately captured in the simulation.

Even though the simulation of a plasma can correctly reproduce the collective 

effects in the plasma, one might still object that one does not learn anything new 

from a simulation, since one can only get out what was put in: the Boltzmann 

equation and Maxwell’s equations. In a fundamental sense this may be true: it 

is unlikely that one would learn from a simulation that magnetic monopoles exist, 

for example, and that magnetic charge density and current terms should be added 

to Maxwell’s equations. However, there are very many possible solutions of the 

Boltzmann equation plus Maxwell’s equations plus some particular set of boundary 

conditions. It is practically impossible to grasp them all from just an examination 

of the equations themselves. Simulations help explore the different ways in which 

various simple effects implicit in these equations can combine in very complicated 

ways. Furthermore, even if a particular effect is known and analytically understood, 

simulations still develop and strengthen an intuitive feeling for that effect that could 

perhaps not be easily gained from the analytic solution. Simulations also often 

provide the only direct contact one has with a particular effect; direct experimental 

observation may be impossible for a number of reasons, and one would then have 

to rely on indirect measurements. Finally, simulation makes it possible to isolate 

a particular effect. By carefully specifying the initial conditions or by taking a 

subset of the fundamental equations, e.g., looking only at electrostatic effects, one 

can eliminate competing effects that might mask the phenomenon one is interested 

in. Thus simulation is a useful method of learning about the behavior of plasmas.
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2. Limitations of Simulation

Particle simulations of a plasma have become very elaborate. One generally 

tries to use as many particles as possible, because the relative noise level due 

to fluctuations decreases as the number of particles increases. The exact way to 

simulate would be to calculate all the forces between all pairs of particles in the 

plasma. However, this quickly becomes prohibitively expensive, as the runtime and 

thus cost goes up like the square of the number of particles. Instead, one calculates 

the particle density and from that an electric field, then calculates the force on 

each particle from the electric field at the particle’s position. These two ways of 

looking at the problem are fundamentally equivalent, but in multidimensions the 

field formulation can be made much less expensive computationally. However, one 

can only store a field at a discrete set of points in a computer, i.e., one calculates 

the field quantities on some sort of grid. This means that the particles must have 

some finite size, rather than being ideal point particles, because a density function 

which is a sum of delta-functions cannot be easily fitted onto a grid. The physics 

that is lost by using a grid pertains mainly to the details of collisions between 

particles and of individual particle orbits, which are only of slight interest anyway.

In one dimension, it is possible to calculate the electric field by sorting the 

particles according to their positions, because the electric field of a point particle 

is a step function at the particle position. This process can be made as efficient 

as the field formulation, while retaining all the physics in the original equations. 

However, this method puts more high-frequency noise into the simulation than the 

use of a grid would. Also, the force on a particle changes discontinuously as it 

crosses another particle. Because of this, the crossing is more difficult to handle
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correctly than in a gridded simulation. Overall, the use of a grid is most effective

even in one dimension.

Furthermore, the equations of motion of the particles cannot be integrated 

smoothly in space and time, again because the computer is only capable of operat

ing in discrete steps. Derivatives must be approximated by differences. Finally, the 

boundary conditions that are imposed on the simulation can influence the results 

of the simulation. This is, of course, also the case in the analytic formulation of 

the problem; however, simulations are sensitive to boundary conditions, and some

times an awkward choice of boundary conditions can make a problem numerically 

unstable where no physical instability exists. As an example of this, see and

Ambrosiano, [1981]. I won’t go into any further detail on this point, since it is not

relevant to my simulation.

The main reference for the next sections is “Plasma Physics via Computer 

Simulation” , by Birdsall and Langdon, [1985]. I won’t specifically mention it again, 

but the material I present in the next sections is discussed in greater detail in that 

text.

3. Effects of Finite Particle Size

As I stated earlier, in a simulation particles are generally placed onto a grid 

to calculate a charge density and an electric field. Because of the interpolation 

onto the grid, the particles automatically become finite-sized. These finite-sized 

particles are not hard n-spheres, but are rather clouds of charge which can pene

trate each other. This makes the particles “softer” than ideal point particles would 

be; in multidimensions, it also eliminates the singularities in the electric potential 

that point particles carry with them. The fact that the particles are extended 

cloud entities means that when two particles come very close to one another, they
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exert almost no net force on each other. In multidimensions this means that large- 

angle scattering becomes less likely for cloud particles than for point particles; in a 

plasma, this effect can be neglected, as large-angle scattering is already unimpor

tant compared to small-angle scattering. Thus this aspect of the difference between 

a simulation and reality is irrelevant. In one dimension, the consideration of the 

angle of scattering of course does not apply, since the particles either exchange 

places or don’t. However, the softness of the cloud particles has another effect on 

the dynamics of the plasma. Because the particles are soft, dispersion relations of 

any waves (which measure the restoring forces acting at any given length scale) will 

in general be modified. This is not intrinsically a simulation effect; it arises as soon 

as one assumes that particles are extended clouds of charge. As an example of this 

effect, I will rederive the dispersion relation of Langmuir waves in an unmagnetized 

electron plasma, assuming that the particles are charge clouds. Once again, the 

relevant equations zu-e the unmagnetized Vlasov equation for electrons and Gauss’ 

law:

d f d f  eEdfn , .-_L+ v - £ - --------—  = 0 and —  =  47ren0(l -  /  f  dv)
dt dx m e dv d x  J-oo

These were originally derived assuming ideal point particles, so they must be mod

ified if the particles are clouds. First I define the shape factor of a particle: S (x) 

is a function which defines the normalized charge density distribution for a single 

particle. For an ideal point particle, S(x) =  6(x). I will allow a more general 

particle shape, but I will still require that Then the two equations

are modified like this:

f v =

=  47ren0(l -  f  S(xl — x)f  f (x ,,v)dvdxl)
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The modification of the Vlasov equation arises because each electron is now acted 

upon by the electric field in a volume of space rather than at a single point. Gauss 

law is actually unchanged: the divergence of the electric field at each point is still 

equal to the net charge density at that point, but the form of the equation is 

different because the original distribution function assumed point particles. The 

distribution function is again split up as /  =  /o +  / i  and the equations are lin

earized. When the equations are Fourier-transformed, the convolution integrals 

with the shape factor become simple products. All the rest of the analysis remains 

unchanged. The resulting dispersion relation is

e = l + ^ & ( l +«*<«))'

where S (k)is the Fourier transform of the shape factor. The normalization of the 

Fourier transform is chosen such that the transform of the delta function is unity. 

a =  u/y/2kvthe as before; I have assumed that the electrons constitute a single 

nondrifting Maxwellian. This dispersion relation can again be expanded in the 

long-wavelength limit, where it becomes

u2 =  u lS 2{k) + Sk2vfhe

There is a potential instability associated with this modified dispersion relation. If 

this idea is applied inconsistently, that is, different particle shapes are assumed in 

the two equations, then instead of S2(k) it would read Si(k)S2 (k). If this product 

is negative for some wavenumbers, the frequency will be imaginary. This produces 

an unphysical attraction of the particles. It can also cause a particle to accelerate 

itself. This instability is not a problem in running a simulation, if the simulation 

is programmed correctly.
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4. The Grid

The grid also modifies the dynamics of the simulation plasma. Because the 

charges of the individual particles are interpolated onto the grid, and the electric 

field is then calculated from those interpolated charges, the force between two 

particles does not depend only on the distance between them, as is the case in 

analytical electrodynamics, but also depends on the position of the center of mass, 

and, in multidimensions, may even depend on the direction from one charge to 

the other. This dependence is periodic with the period of the grid (I assume a 

uniformly spaced grid here). This periodicity means that the normal modes of the 

simulation plasma are no longer simple exponentials ~  but become Bloch

waves, which are the exponentials times some periodic function with the period of 

the grid. This is very similar to the analysis of the normal modes of vibration of a 

crystal lattice. The fact that field quantities are examined only at a discrete set of 

points also leads to the problem of aliasing: variations in the density which have 

a smaller wavelength than twice the grid spacing become indistinguishable from 

variations with much larger wavelengths, when interpolated onto the grid. This 

means that it is impossible to tell, from looking at the grid quantities, whether 

the normal modes are simple exponentials or whether they are Bloch waves. It 

also means that waves with very large wavenumbers can become coupled to waves 

with much smaller wavenumbers, which can lead to a numerical instability. If the 

Debye length of the simulation plasma is too small compared to the grid spacing, 

waves can exist with wavelengths which are smaller than the grid spacing but larger 

than the Debye length. These then get turned into long-wavelength waves when 

interpolated onto the grid. This interaction heats the plasma and increases the 

Debye length. Thus this instability shuts itself off after a while, so in a sense it



is a noncatastrophic numerical instability—especially since the way to avoid the 

instability does exactly what the instability itself accomplishes: make the plasma 

hotter. Of course, it may have destroyed the purpose of the simulation in heating 

the plasma. Even without this instability, a simulation plasma will slowly heat 

itself, because of the “phantom” force from the periodicity of the grid. The force 

between two particles can be split up into a part which does not depend on the 

position of the center of mass, and a part which does. The first part is the physical 

part, and the second part is what heats the plasma. This heating depends on the 

shape factor used for the particles. A good choice for the shape factor can make the 

heating slow enough that it can be neglected. Often a simulation can be finished 

before the heating becomes appreciable.

5. Finite Timesteps

Finite timesteps are the third major difference between simulation and reality. 

Again, there is the problem of aliasing. Variations in time that occur on a timescale 

shorter than two timesteps are no longer resolved, and appear to be changes on a 

much longer timescale. There is a difference between the temporal aliasing and the 

spatial aliasing, however. While spatial variations shorter than two grid steps are 

not resolved in grid quantities, the possible particle positions form a continuum 

(or at least the much finer approximation to a continuum which is provided by the 

floating-point numbers the computer is capable of representing), so that spatial 

variations on scales much smaller than the grid spacing can easily be seen by 

examining the particle positions directly; on the other hand, all quantities in a 

simulation are known only at discrete instants in time. There is no way to see 

temporal variations on scales smaller than two timesteps. This will be seen very 

clearly in the dispersion relation. For simplicity, space will be treated as continuous.
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The Vlasov equation says that the distribution function is constant along par

ticle orbits:

32

d f  d f  .d f  D f n ,—L 4- x —  +  v—— =  =  0 where =
eE

dt dx dv Dt rne

As usual the distribution function is linearized, then the equation for the first-order 

perturbation is

dfi d fi e d /i _  _  _e_ _  d/o
dt dx me dv Dt me 1 dv

This can be integrated along the unperturbed particle orbits (because the pertur

bations were assumed small, the unperturbed orbits will be close to the true orbits) 

to yield / j .:

fi{x ,v ,t)  =  f i{x ,v ,t  =  -oo ) + —>0 - ^ 1  (*').*'

Xo(t'),Vo( 0  are the unperturbed particle orbits which pass through the point 

( x,v) at time t. I again assume that there is no zero-order electric field, then the 

unperturbed orbits are straight lines: Xo (t1 =  + u(t; — f) and Vo(t;) =  I also

assume that the zero-order distribution function describes an infinite homogeneous 

plasma, so that it does not depend on time or space. Then the perturbations can 

be written as plane waves:

fi(x ,v ,t)  =  and Ex{x,t) =

Then the equation for / i  becomes

j  i{kx-u,t) =  h { x ,V,t =  -oo ) + f
J V J-oo m e dv



For now, assume Im(w) > 0; the dispersion relation will be analytically continued 

across the real axis later. Then if fi{t) is finite, /i(t  =  —oo) is infinitesimal and 

can be ignored. Thus

f, =  J _ e x—  f  «(*•-«)(*'-*) dt1
me dv J-oo 

Letting r =  t'-  t,the integral can be written as

= f °  dr
me dv J_00

Essentially this is a sum over past accelerations of the particles. So far the entire 

analysis has been with continuous time. Now the transition to discrete timesteps 

is made by replacing the integral with a sum:
/ o ° 00

ei ( f c „ - w ) r  d r   y A t  ^ 2  e -i (u t  =  t j »

■oo —00 n =0

This is a simple geometric series which converges for Im(w) > 0. The sum is 

A( £ ( , * . - * . ) « ) .  =  =  i f  « * ( ( «  -  kv) At/2) +  f
n = 0

Now cotz can be expressed as an infinite sum (see Abramowttz and Stegun, [1972], 

p .  75)
1 ^  2z _  1 , W  1 , 1 \

cot Z —  ̂ z2 _ k21T2 Z ^-J \Z — k'K
n= 1 n = 1

00 1 
=  E  —z + mr

n =  — 00

so that

—  cot((w — kv)At/2) =  V  7   r . ----2 v 2 _f—1' (
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n =  — 00 
00

=  V   i -----------
u — kv + 2Trn/Ati= -o on — — 00 

00

=  V  -------- — where un =  u + 2nn/At
‘  t.i —— kv

n =  —00
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Therefore
f — _i-E  d f o ( At I y *  i  ^
*x me 1 dv \2 ^  (w* -  fcu) /c n =  — oo v

Instead of just one resonant denominator t'/(u; — kv) in the continuous-time case, 

there is now an infinite sum over the aliases of the resonant denominator. When 

this is substituted into Gauss’ law to find the dispersion relation, there will be a 

similar sum over aliases in the dispersion relation. The A term does not contribute, 

as the integral of dvf 0 over v is zero. Thus the dispersion relation is

1 u;+27rn/Af
*  =  1 +  £  <1 +  w h e r e  =

TL— — OO

This is exactly the same dispersion relation as for the continuous-time case, except 

that now there is an ambiguity as to exactly what frequency is meant, due to the 

aliasing. Thus all of the possible alias frequencies must be included. This is a neat 

result. The effect of this dispersion relation is to change the frequency at which the 

plasma will oscillate. For ueAt small, the shift is we —*■ we(l+(weAf)2/12-|-0(At4)), 

which is small. The dispersion relation also indicates a numerical instability when 

u>e At gets too large. For a cold plasma, the onset of instability occurs at we A =  2; 

this can also be derived from an examination of single-particle dynamics in the 

leapfrog algorithm, which is used to advance the equations of motion in time. 

For a Maxwellian plasma, the onset of instability is at weA — 1.62. At such 

large values of u)eAt, the integration of the equations of motion will be inaccurate 

anyway, so this instability doesn’t really affect simulations, except as a constraint 

on the timestep.

The dispersion relation above was derived for Langmuir waves propagating 

in a nondrifting Maxwellian electron plasma. If there is more than one electron 

population present, or if ion dynamics are included, the dispersion relation will be



modified. The changes are analogous to those made in the previous chapter, when 

I included multiple electron beams and ion dynamics. I won’t go into any further 

detail, as the modifications are fairly straightforward.
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Chapter 4: My Simulation

This chapter is the interesting one. In this chapter I will describe my simulation 

and the results I got from running it. First I will describe the details of my 

simulation. The previous chapter treated the theory of simulation, whereas this one 

will contain more of the practice of simulation. Next I will discuss the verification 

of the simulation—that is, does it actually reproduce the physics that I want? 

Finally I will describe the results of the simulation.

1. Description of the Simulation

This simulation is a one-dimensional hybrid particle-fluid code with periodic 

boundary conditions. All quantities have been non-dimensionalized. The electrons 

are treated as particles, and the ions are treated as a fluid defined on the simulation 

grid. An electron density is calculated on the grid by using a first-order spline 

(“particle-in-cell” ) interpolation to distribute the particle charge onto the grid, 

then the ion density is subtracted to find the net charge density. From the charge 

density, the electric field is calculated and used to accelerate the particles and 

the fluid. Finally the updated velocity is used to move the particles and fluid to 

their new positions at the new timestep. This cycle is repeated many times, with 

occasional diagnostics.

Electron Timestepping:

The electrons are moved in time by the leapfrog algorithm. This algorithm is 

a particular discretization of the equations of motion:

— v
dt

! = * ( * , < >

xn"*’ 1 =  xn +  A 

t^+l/2 _  wn - l/2 +  A tE (xn,tn)
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This means that the position and velocity of a particle are not known at the same 

time, but are interleaved. This makes it slightly awkward to determine exactly the 

phase space position of a particle at a given time, but it makes the integration of 

the equations of motion very simple. The original differential equations both have 

the form dty =  /(y ,t). A Taylor-series expansion of y about time tn yields

y“ +1 =  y" + At y‘ "  +  +  • • •

The discretization above yields

yn+1_  y» +  At/(y n+1/ 2,tn+1/2)

=  V" + Ai ( / ( » " , ! “ ) +  f j ( v ~ , n  +  <“ )+•• •)
A*2 . -

= » "  + At / ( » “ , t“ ) +  «” ) + — / ( » “ . (n) +  • • •

From the original differential equation, f [y, t )  =  dty, so that

y" +1 =  y" +  At y '"  +  ~ - y " n +  ^ V *  +  —
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3Comparison with the Taylor series shows that the first error is made in the A 

term. Thus the leapfrog algorithm is exact to 0 (A t2). This is called second-order 

accuracy, and it is generally more desirable than first-order accuracy, in which the 

error would be 0 ( At 2). In the leapfrog algorithm, second-order accuracy is very 

easy to attain because the positions and velocities are interleaved, as I described 

above. Second-order accuracy would be more difficult to achieve if the position 

and velocity were known at the same time. The leapfrog algorithm will preserve 

the total system momentum, if the boundary conditions allow it, and if the electric 

field is found by a method that is symmetric with respect to reversals of right 

and left. The electric field is evaluated at the particle position, using the same



particle shape factor as is used to calculate the grid charge density; I have already 

discussed the reasons for this. The particular shape factor used is the so-called 

“particle-in-cell” interpolation, which is a first-order spline.

Ion Timestepping:

As I said above, the ions are treated as a fluid. The ion equations are written

as
dm driiVi n, dpi— - H----- -^-1 = 0  and - r -  H-- 5—  = - H M — mt,

dt dx dt dx dx mi

Pi is the ion momentum density. The momentum equation was written in this form,

rather than as an equation for Vi directly, because I found that the total momentum

of the system is conserved better if the momentum density is used directly. These

equations also have the general form dty =  /(y> 5 but in this case it would be much

more difficult to have density and velocity interleaved at alternate half-timesteps.

Instead, the densities and velocity at the current timestep are used to calculate

intermediate densities at the half-timestep, then those intermediate densities are

used to calculate a time-centered derivative which is then used to calculate the

densities at the new timestep. It works like this: the intermediate density is

9” + , / ! = 9 " + y / ( j “ , n

This step is first-order accurate, since the Taylor-series expansion of y is different

in the At2 term. Next yn+i/2 is used to calculate / 2), then

yti+i _  y n  +  A t /(y n+1/2,tn+1/2)

= » "  +  A t ( /( » » ,  t” ) +  + •••)
A f 2  A /3

=  J," +  A t f(y",t") +  i“ ) +  — /(</", (") +  •••

At2 A/3
=  yn +  A ty 'n + — y "n +  —  + • • •
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The overall accuracy is now second order. The specific algorithm used to perform 

the integration in time is the Zalesak flux-corrected-transport algorithm [Zalesak, 

1979]. This is a particular algorithm which has been designed to handle the convec

tive derivatives on the left sides of the fluid equations accurately. When evaluating 

these derivatives, methods which are accurate to order Ax, such as upwind dif

ferencing, introduce a fairly strong numerical diffusion which leads to excessive 

smoothing of the densities. Methods which are accurate to higher powers of Ax do 

not suffer from this problem, but they do introduce numerical dispersion: different 

Fourier components move at different velocities, so that nonphysical ripples are 

introduced near gradients in the densities. The Zalesak FCT algorithm attempts 

to Tninimi7.fi both of these numerical inaccuracies by using a weighted average of 

the two methods. I won’t say any more about the integration of these equations; 

a full treatment of the different methods of integrating these equations is beyond 

the scope of this thesis.

Combined Electron and Ion Timestepping:

Combining the electron and ion timestepping schemes is slightly tricky, be

cause the ion timestepping requires an evaluation of the electric field at the half 

timestep, when the intermediate ion quantities are calculated. This means that 

the electron density must also be known at the half timestep, because the electric 

field depends on the half timestep. The easiest way to put the electron and ion 

timestepping schemes together is to let the ion timesteps be twice as large as the 

electron timesteps, so that the electron density is known at each half ion timestep. 

This preserves the overall second-order accuracy of the integration in time. It does 

introduce a slight ambiguity when speaking of “a timestep” . From now on I will
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always mean the large ion timesteps when I write “timestep” ; the small electron 

timesteps will remain hidden in the innards of the simulation.

Calculation of the Electric Field:

To calculate the electric field, the charge density must first be found. I have 

already mentioned several times how the particle shape factor is used to interpolate 

the particle charges onto the grid, so I won’t say any more about that. Once the 

net charge density is known, the electric potential is found by solving a Poisson 

equation. The left equation is the true equation, the right is the finite-difference 

form solved in the simulation:

^ 2  =  ~ aP ==> 4>i+i ~  2<A/ +  =  - A x 2apy

Quantities with subscript y are evaluated in ordinary space, while quantities with 

subscript & axe evaluated in Fourier space. The parameter a comes from writing the 

equations in a non-dimensional form. In the simulation this is picked to yield the 

most economical simulation. This parameter controls what the plasma frequency 

will be in the simulation: u>2 =  ano, where n0 is the electron number density 

per grid cell in the simulation; ue is then measured in inverse timesteps. For the 

periodic boundary conditions which I assume in the simulation, the electric field is 

most conveniently found by Fourier-transforming the charge density, then solving 

the equation in Fourier space. The solution is

_  taAxsin(27rA:/iV)
Ek =  ^ -------— Lpk

4 sin {nk/N)

where the discrete Fourier transform of any quantity Qy is given by

<?* =  E  Q
3 = 0
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It would also be possible to solve for the potential via a Gaussian elimination 

procedure, without using Fourier transforms. However, since the amplitudes of 

the different modes are of interest for calculating the dispersion relation, a Fourier 

transform would have to be performed anyway. Thus this is the most convenient 

method of finding the electric field.

Rejuvenated Beams:

This simulation was intended to study the interaction of precipitating auroral 

electrons with thin layers of enhanced electron density. As I have described it so far, 

it simulates a uniform beam which is traveling through an infinite uniform plasma. 

Initially the beam and the plasma are Maxwellian, and as time progresses the 

beam becomes more and more degraded, eventually forming a plateau in velocity 

space. This does not quite correspond to the physical situation encountered in a 

thin layer geometry, because there the plasma is no longer spatially uniform. A 

beam which encounters a thin layer will be Maxwellian at all times at the point 

at which it first starts to interact with the layer. As it passes through the layer, 

it gets more and more degraded, and finally it passes out of the layer and is no 

longer of interest. To approximately duplicate this in the simulation, the beam 

is continually rejuvenated. This is done as follows: at each timestep, a few beam 

electrons are replaced by new ones. Each new electron has a random position and 

a velocity that is taken from the initial Maxwellian distribution prescribed for the 

beam. Thus the entire beam is gradually replaced with what is essentially a new 

beam which has not undergone any interactions yet. This way to simulate the 

interactions with the thin layers does not consider the global geometry, but looks 

at the local effects of the layers. The beam electrons can be easily identified by 

the index describing their location in the computer memory—this is set by the
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initializing routine. When this beam rejuvenation is done, the system momentum 

and energy axe no longer expected to be constant, of course. As long as the beam 

is relatively undegraded, replacement of beam electrons will cause no change, on 

average, in the total momentum and energy. As soon as the beam is significantly 

different from the original Maxwellian distribution, however, replacing the beam 

electrons does systematically change the total momentum and energy. Once a 

quasi-steady state has been established, the system momentum ought to increase 

linearly in time. This is indeed the case; see figure 2. From this figure one can 

also see how quickly the beam-plasma instability proceeds. From the figure, the 

beam becomes significantly different from a Maxwellian after about six hundred 

timesteps, which is about ten plasma periods.

2. Verification of the Physics

It is necessary to verify that a simulation reproduces the physics that it is 

designed to simulate. I will now describe the tests I made which lead me to believe 

that my simulation is correctly reproducing the desired physics. The coarsest test 

is the conservation of momentum and energy. Momentum should be conserved 

exactly, if either the ions or the electrons are considered in isolation. For the early 

pure-electron runs I performed, I found that this was indeed the case, to within 

the finite accuracy of floating-point numbers. However, when the simulation was 

run with combined ion and electron dynamics, the total system momentum was 

not conserved exactly. Figure 3 shows the electron and ion momentum separately. 

These vary over a range of about 40 units. Figure 4 shows the total momentum, 

which is just the sum of the electron and ion momentum. Clearly the total momen

tum is not constant; however, the fluctuations in the total momentum are small
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Figure 2: Total momentum and energy for the case of a rejuvenated beam.



compared with both the total momentum and the fluctuations in either the elec

tron momentum or the ion momentum. Furthermore, they do not seem to exhibit 

any secular trends. Therefore, the lack of exact conservation of momentum does 

not seem to be a terribly important error. I believe this is due to the fact that the 

electrons are particles, whereas the ions constitute a fluid. I think this introduces 

a slight ambiguity into the action of the electric field: for the ions, the electric field 

at a certain grid point is assumed to be the electric field inside an entire grid cell, 

whereas for the electrons the electric field at any point is found by interpolation 

from the grid values.

As I mentioned earlier, energy will not be conserved exactly, because particle 

simulations tend to undergo self-heating. This effect should be small, however. 

Figures 5 and 6 show the various components of the total energy. The electron 

kinetic energy and the electric field energy show no great losses; however, the ion 

kinetic energy drops sharply in the first hundred timesteps, and less dramatically in 

the next few hundred timesteps. This can also be seen in the total energy in figure 

4. This effect is due to the specific initialization of the ion momentum density: in 

order to have some ion acoustic waves present at the beginning of the simulation, 

I gave the ions a small random momentum, such that the overall ion momentum 

was still zero. I used random numbers for the initialization, which means that 

comparatively large fluctuations with very short wavelengths were present. The 

drop in the ion kinetic energy represents the dissipation of these initial short- 

wavelength fluctuations by the numerical diffusion which I mentioned earlier. In 

the real world, this would heat the ions, but since I neglected changes in the ion 

temperature, this energy is lost to the simulation. In runs without this initial 

randomness, or with only electrons, the total energy does not exhibit this sharp
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Figure 3: Electron and ion momentum for an unrejuvenated beam.
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Figure 4: Total momentum and energy for an unrejuvenated beam.



drop at the beginning, but climbs very slowly upward during the simulation, as 

I said it should. I do not think this effect significantly affects the results of the 

simulations.

The next test of the simulation is whether it exhibits Langmuir waves and ion 

acoustic waves as predicted by theory. It is easy to demonstrate that Langmuir 

oscillations exist. Figure 7 shows the electric field energy as a function of time, 

in the mode with the lowest wavenumber. (There is no electric field with zero 

wavenumber, because the simulation is periodic, and an electric field with zero 

wavenumber would not have a periodic potential.) The energy in the electric field 

ought to oscillate at twice the plasma frequency. In this particular case, the plasma 

frequency in the simulation should be 0.1/At, because that is the value I picked. 

From the figure, the measured plasma period is about 2 x 250/8 timesteps, which 

means that the plasma frequency is indeed about 0.1/At, as advertised. The next 

figure (8) shows the dispersion relation of the simulation Langmuir waves. This was 

obtained by Fourier-transforming the electric field in space and time. The upper 

branch represents forward-going waves, and the lower branch represents backward- 

going waves. This dispersion relation is indeed the dispersion relation of Langmuir 

waves, if allowance is made for the modification from the finite particle size— 

without that effect, the frequency would increase slightly faster as the wavenumber 

increases.

It is not as easy to demonstrate that ion acoustic waves do exist in the simula

tion. On some of the dispersion relations which I generated I did see some energy 

at the right frequencies; however, the frequencies involved are quite low, about at 

the limit of resolution of the Fourier transform that I used. I thus checked the ex

istence of ion acoustic waves in another way: I introduced a fairly large pulse into
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Figure 5: Electron and ion kinetic energy for an unrejuvenated beam.
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Figure 6: Electric field energy and ion internal energy for an unrejuvenated beam.
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Figure 7: Electric field energy as a function of time, showing plasma oscillations
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DISPERSION RELATION

Figure 8: Langmuir wave dispersion relation: electric field energy is contoured 

as a function of (&,u/); contouring is logarithmic, with contour interval of \ /l0 . 

Electron plasma frequency is 0.1/At. Upper wavenumber scale measures kAx.



the ion density and let it evolve. Figure 9 shows the initial state of the pulse. It 

has a height of 30 units, with the center at position 200. There was no comparable 

perturbation of the ion momentum density, so that this pulse should split up into 

equal right- and left-going pulses of the same shape and half the amplitude, which 

should propagate at the ion sound speed. Figure 10 shows the ion density after 625 

timesteps. The ion sound speed was 0.08 A x/A  tso that a pulse should have moved 

50Ax in this time. The centers of the two pulses are at 150 and at 250, so that 

each has indeed moved 50Ax. Their amplitudes are also roughly 15. Therefore I 

feel justified in saying that my simulation does include ion acoustic waves.

The last tbst of the veracity of the simulation is the Landau damping or growth 

of Langmuir Waves. According to Birdsall and Langdon, [1985], Landau damping 

of a single mode is not easy to observe in simulations, because simulations do 

not generally consider enough particles to clearly define the distribution function 

near the phase velocity of the wave—phase space is not filled well enough by the 

comparatively few simulation particles. There are tricks to get around this lim

itation, but I did not apply these in my simulation, because that was not the 

primary purpose of the simulation. However, in a beam-plasma instability such 

as I studied in my simulation, a large number of modes will be excited. Although 

each one individually will not show a clean exponential growth, the total energy 

in the electric field ought to grow exponentially. Figure 11 shows the total elec

tric field energy, which does grow exponentially over several e-foldings. The first 

ten timesteps have been suppressed in that figure, as the plasma was still relaxing 

from its initial state. In the first 400 timesteps, the total energy grows by a factor 

of 10, which means that the growth rate is 5.8 x 10-3 / At. For comparison, the 

theoretical growth rate of mode 22 was calculated. For the particular parameters
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Figure 9: Demonstration of the existence of ion acoustic waves: the initial pertur

bation is a gaussian of height 30, centered on position 200.
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Figure 10: Demonstration of the existence of ion acoustic waves: the final pertur

bation is two gaussians, each of height 15, at positions 150 and 250.



picked in this run, this corresponds to a phase velocity of 0.37A x/A t, which is 

near the steepest slope in the distribution function. The calculated linear growth 

rate for this mode is 3.86 X  10“ 3/At, which leads to a factor of 4.7 increase in the 

amplitude of the mode in the first 400 timesteps. The growth rate for the energy 

is twice that for the amplitude, or 7.72 x 10-3 /A t, which means that the energy 

should increase by a factor of 22. It does not quite do so, but I think this can be 

explained by the “graininess” of the simulation. I am satisfied that the simulation 

exhibits the correct behavior, especially as I am not directly comparing theoretical 

and experimental growth rates for a single mode.

3. Results of the Simulation

Now I get to the good stuff—the results of my simulation. First I will com

pare the evolution of the electron beam to the predictions of quasilinear theory. 

Although this is not strictly connected to suprathermal tails, I put it in the results 

section rather than the verification section because I learned how the evolution 

proceeds from the simulation. From the theory I knew that the beam turned into 

a plateau, but not the path by which this state was reached, and I have not seen 

a treatment of the problem which showed this. The pictures I will show, figures 

12-20, are taken from a run of the electrons-only version of my simulation, be

cause I am not interested in the suprathermal tails at the moment. Figures 12 

and 13 show the initial state of the simulation. There is very little energy in the 

electric field, and the details of the initialization are still present in the spectrum: 

the large spike at the origin is due to the fact that the electron density is not 

initialized exactly uniformly. This will disappear within a few timesteps as the 

electron distribution relaxes. The velocity histogram shows that the beam is fairly

55



EN
ER

GY
56

Figure 11: Total electric field energy, showing exponential Landau growth of the 

electric field energy.



closely Maxwellian, even though it is composed of only 1500 particles. The back

ground contains 148,500 particles, and is very closely Maxwellian. The histogram 

shows that the beam and the background electrons are well separated in velocity 

space. The next two figures show the system after 16 plasma periods. The electric 

field energy has grown by several orders of magnitude, with most of the energy in 

modes 12-32. The growth in the other modes is mainly due to the initial relax

ation of the electron distribution. The beam is clearly no longer Maxwellian. It 

has flattened out and become wider, almost filling the gap between itself and the 

background. The linear stage of the instability is already over at this time. As 

the beam spreads out, the point at which the slope of the distribution function 

is largest, i.e., where the growth rate of excited Langmuir waves is largest, moves 

to lower velocities. This means that the excited Langmuir waves will have lower 

phase velocities, which means higher wavenumbers. This is clearly visible from the 

energy spectrum at the later times—see figures 16-19. The energy in modes 12-32 

remains almost constant after the first 16 plasma periods, but the energy in modes 

32-80 gradually increases until about 48 plasma periods have passed. During this 

time the beam also spreads out more and more until the final plateau is essen

tially complete at 48 plasma periods. After this time the system does not evolve 

much anymore. This particular rim was continued to 110 plasma periods, and the 

system at that time looks essentially the same as at 48 plasma periods. Notice 

that the most energetic beam electrons have not changed their energy at all during 

the evolution of the beam: initially, the highest velocity of any beam electron was 

about 0.79 units, and after 48 plasma periods the highest velocity is about 0.81 

units. Figure 20 shows a phase space plot of the system. The background plasma 

is sloshing in the large-amplitude Langmuir waves which have been excited. From
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the figure, the wavelength of the excited waves is about 23Ax, which translates 

into mode 22; this agrees well with the electric field energy spectrum.

Next I discuss the suprathermal tails which are the main topic of my thesis. 

Before I discuss the results of the simulation, I need to describe how I analyzed 

the raw numbers I got out of the simulation, in particular how I decided how 

large the suprathermal tails were in each run. It is easy to separate the beam 

electrons from the background electrons—the initializing routine tells what the 

indices of the various electron populations are. It is not as easy to separate the 

electrons which make up the suprathermal tails from the background electrons, 

since the suprathermal electrons are not known in advance, but get pulled out 

of the background population in the course of the simulation. Figure 21 shows 

how I separated the suprathermal electron tails from the background. The beam 

electrons have already been taken out of this plot. I drew the lines by hand, then 

digitized them and wrote a program to separate the electrons according to whether 

they lie between the lines or not. I used this procedure to separate them in order 

to be able to include electrons which are suprathermal but which happen to lie 

between two “sloshes” of the background population, for example, the electrons 

which lie around position 450 and velocity 0.15 in figure 21. If I had just taken two 

velocities, say ±0.2, as the cutoffs, such electrons would have been missed. Taking 

smaller velocities would not have worked, as very many background electrons from 

the “sloshes” would have been included. This procedure is necessarily somewhat 

subjective, but I think the errors that arise from it are small. The density of the 

suprathermal tails will be somewhat uncertain, but their kinetic energy will be 

better determined, because the borderline electrons have very low kinetic energies. 

I do not know what the accuracy of the kinetic energies is; that is, I know the
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Figure 12: Quasilinear evolution of an electron beam: initial excitation spectrum.



DI
ST

RI
BU

TE
 

FU
IC

T1
0N

60

VELOCITY HISTOGRAM AT T =  0.00

Figure 13: Initial velocity distribution.
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B FIELD ENERGY SPECTRUM AT T = - 15.91

Figure 14: Excitation spectrum after the linear stage of the instability is over.
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Figure 15: Velocity distribution after the linear stage of the instability is over.
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Figure 16: Excitation spectrum at a late stage of the instability.
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Figure 17: Velocity distribution at a late stage of the instability.
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Figure 18: Final excitation spectrum.
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Figure 19: Final velocity distribution, showing marginally stable plateau.
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Figure 20: Final phase space plot, showing sloshing of background electrons in

large-amplitude Langmuir waves excited by instability.



kinetic energies quite exactly, but I don’t know the spread in kinetic energies that 

I would get if I prepared many realizations of the simulation and performed an 

ensemble average. I would estimate that the spread might be a few percent. Now, 

having said that, I will proceed with the results of the simulation.

First, I will show that the ion dynamics are important in creating the supra

thermal tails. Figure 22 shows the suprathermal tails produced without any ion 

dynamics. This is a pure electron run, with ions acting only as a neutralizing 

background. The large spikes near the origin are borderline electrons which may 

or may not be energetic enough to be considered part of the suprathermal tails, 

but above about velocity 0.15 there is no real uncertainty. Most of the bins in the 

histogram above velocity 0.15 contain three or fewer electrons. In this run, there 

are 365 electrons in the suprathermal tails, and the kinetic energy of the tails is 

11.8 units. (An electron which has a velocity of 1 A x / has one unit of kinetic en

ergy.) The reason why these suprathermal tails exist at all is because the oscillating 

two-stream instability is not the only mechanism which can diffuse the electrons 

in phase space. There are also the large-amplitude Langmuir waves produced by 

the beam-plasma instability. In the theoretical treatment of the problem, these 

have a phase velocity which is too large to directly interact with the background 

electrons—this is why the oscillating two-stream instability must be invoked—but 

in the simulation there is much more noise than in most real systems. This means 

that background electrons will randomly move into regions where they can inter

act with these waves much more often in a simulation than in reality, and thus 

in a simulation there will be some suprathermal tails, even in the absence of the 

ion dynamics which make the oscillating two-stream instability possible. This is 

also one reason why the suprathermal tails produced by the oscillating two-stream
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Figure 21: Phase space plot of background electrons, showing how suprathermal

tails are separated from remaining background.



instability are asymmetric: the electrons in the positive-velocity tail can interact 

with the primary Langmuir waves and thus get pulled out of the tail, which is 

then replenished by the secondary Langmuir waves. The electrons in the negative- 

velocity tail can only interact with the secondary Langmuir waves. (The other 

is that the phase velocities are not necessarily equal in magnitude, especially in 

the simulation, where the wavenumber of the primary Langmuir waves is not very 

small—see also the discussion of the oscillating two-stream instability in chapter 2.) 

Figure 23 shows the suprathermal tails produced when ion dynamics are included. 

The plasma parameters of this run are identical to those of the previous run, and 

the same bins which were used to produce the previous histogram were also used 

to produce this one, so that the runs can be directly compared with each other. 

In this run, there are 1057 electrons in the tails, and the kinetic energy is 37.3 

units. Both of these are considerably larger than the values for the previous run. 

Notice that the beam still evolves essentially quasilinearly: I have not reached the 

parameter regime where the beam would stabilize via the parametric interactions. 

However, for the purpose of producing suprathermal tails, this is irrelevant, as the 

large-amplitude Langmuir waves get produced in either case. The ion/electron 

mass ratio is 64 in the run with the ion dynamics, which is of course far below the 

physical mass ratios found in ordinary plasmas; I have some results which pertain 

to this, which I show below. Thus this comparison of these two runs establishes 

that the ion dynamics, which produce the oscillating two-stream instability, are 

important in the production of the suprathermal electron tails.

The next question of interest is how the suprathermal tails scale with the beam 

and the background densities. To investigate this question, I first made a run with 

a beam that was essentially twice as dense as that in the previous run. Figure
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Figure 22: Suprathermal tails in pure-electron case. Beam is not rejuvenated.
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Figure 23: Suprathermal tails with ion dynamics included. Plasma parameters are 

the same as in the previous case. Beam is again not rejuvenated.



24 shows the suprathermal tails that were produced. Again, the other plasma 

parameters of this run are identical with those of the previous two runs, and the 

same bins were used to produce the velocity histogram. The suprathermal tails are 

clearly denser than in the previous case. There are 1233 electrons in the tail, and 

the total kinetic energy is 72.8 units. The number of particles is much less than 

twice that of the previous run, but the kinetic energy is almost exactly twice as high 

as in the previous run (72.8 versus 2 x 37.3 = 74.6). As I said above, the kinetic 

energy is a better measure of the suprathermal tails, because the questionable low- 

energy electrons are weighted less strongly. This result indicates that the energy in 

the suprathermal tails is directly proportional to the beam density, hence energy, 

which is not a terribly surprising result, since the beam energy is the source of the 

energy in the suprathermal tail.

At this point I introduced the beam rejuvenation, which I described earlier, in 

order to model the situation in a thin layer. I made four runs with different beam 

and background densities. Two of the runs had 1500 particles in the beam, and 

two had 3000 particles. The background densities were 148500 and 74250 particles, 

so that all combinations of (normal, dense) beam and (normal, thin) background 

were run. (The fact that the beam densities are “normal” and “dense” , while the 

background densities are “normal” and “thin” , is an accident of history; it reflects 

which run was made first.) The simulation plasma frequency was 0.1/At in each 

run, and the thermal velocities of the beam and the background, and the drift 

velocity of the beam, were all the same in all four runs. Because the densities are 

different in the different runs, the timesteps will be scaled into different physical 

timesteps; this means that the different runs go to different true elapsed times. 

Measured in elapsed plasma periods, the times are all the same. The scaling of
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Figure 24: Suprathermal tails with beam:background density ratio twice as high 

as in the previous case, and other plasma parameters the same. Beam is again not 

rejuvenated.



the velocities into physical velocities is unaffected by the scaling of the timesteps, 

because the physical grid spacing also changes in the same way, if we assume 

that the plasmas in the different simulations have the same temperature. (If this 

assumption is not made, the systems being simulated are different enough that 

a direct comparison would be difficult in any case.) This means that the kinetic 

energies that are found for the suprathermal tails in the different runs can be 

directly compared to each other. Figures 25-28 show the suprathermal tails that 

are produced in these four runs. The following table shows the number of particles 

and the kinetic energy of the suprathermal tails in each of the four cases.

normal beam dense beam 

thin background 2171, 179.4 3689, 369.1

normal background 2531, 169.1 3648, 320.5

The first number is the number of particles, and the second number is the kinetic 

energy. Again the energy in the suprathermal tails is directly proportional to the 

energy in the beam, as an examination of individual rows shows. Examination of 

the columns, to see the variation with background density, shows that the energy 

of the suprathermal tails apparently decreases as the background density increases. 

These results show that this mechanism cannot account for the thin auroral layers. 

There are two effects which could cause this. The runs with the thin background 

simulate a longer true time than the runs with the normal background, because 

the plasma frequency is lower in the former. However, I do not expect that this is 

very important. The growth of the suprathermal tails is faster in the earlier stages 

of the beam-plasma instability. After the linear stage of the instability is over, the 

electric field energy will be a maximum, and the suprathermal tails grow fastest 

then. As time progresses, the suprathermal tails become saturated, both because
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the electric field energy decreases and because the slope of the distribution function 

decreases. In addition, all growth rates and damping rates are expressed in terms 

of the plasma frequency, so that the number of elapsed plasma periods is more 

relevant as a measure of how far the instability has progressed. The other effect 

which could account for the decrease in the kinetic energy of the suprathermal 

tails is this: as the background density increases, the Landau damping rate, which 

depends on the slope of the distribution function, will also increase. This means 

that the threshold for the oscillating two-stream instability will also increase. I did 

not derive an expression for that threshold, but I did say that roughly the growth 

rate of the oscillating two-stream instability should be larger than the damping rate 

due to Landau damping in order for the instability to proceed. Since the amplitude 

of the primary Langmuir waves from the beam-plasma instability depends mainly 

on the beam parameters, the net effect of an increasing background density will be 

to push the oscillating two-stream instability closer to its threshold, which means 

that the growth rate will decrease.

The last run I made examined the effect of changing the ion/electron mass 

ratio. The previous runs all used a mass ratio of 64. Figure 29 shows the supra

thermal tails from a run with a mass ratio of 128. The plasma parameters are 

the same as those in the first rejuvenated run above, i.e., normal background and 

beam densities. In this run, there are 2227 electrons in the suprathermal tails, and 

the kinetic energy in the tails is 165.6. This is slightly less than in the compar

ison run, as expected, but the difference is small enough that I don’t think it is 

very significant. As I said, there is some uncertainty as to exactly which electrons 

should be considered part of the suprathermal tails, and also there may be some 

spread in the ensemble average value. I think a similar run with a mass ratio of

76



DI
ST

RI
BU

TI
0N

 
FU

NC
TI

ON
77

HIST0GRAM 0F ENERGETIC ELECTR0NS

Figure 25: Suprathermal tails with normal beam and normal background. Beam

is rejuvenated in this run and in the next three runs.
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Figure 26: Suprathermal tails with normal beam and thin background.
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Figure 27: Suprathermal tails with dense beam and normal background.
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Figure 28: Suprathermal tails with dense beam and thin background.



2000 would show comparably dense suprathermal tails, although it might have to 

be run a somewhat longer time, because the ion plasma frequency would become 

much lower.

4. Three-Plasmon Interactions?

Finally, I will discuss a fairly subtle numerical artifact which I found in the 

early versions of my simulation. When I first started to do the programming for the 

simulation, my attention was directed to a paper in the Journal of Computational 

Physics [A be et al., 1986] which discussed the use of high-order splines to perform

the interpolation of the particles onto the grid. The paper discussed the great 

advantages that high-order splines have over low-order splines, so I decided that I 

would use a fifth-order spline interpolation instead of the first-order particle-in-cell 

scheme which I had been planning to use. I accordingly modified the simulation, 

and when I had it all done, it worked quite nicely. All the physics that should be 

there was indeed present. The Fourier transform of an m-th order spline shape 

factor is sincm+1(/:Ax/2), where sincu =  u- 1 sinu. This drops off rather quickly 

as k increases, which means that the dispersion relation of the Langmuir waves 

in the simulation ought to be somewhat modified: as the wavenumber increases, 

the frequency of Langmuir waves should decrease; see chapter 3. I found that 

this was indeed the case, but it did not seem to drastically change the physics in 

the simulation, so I noted it and then ignored it. I then used the simulation to 

study suprathermal electron tails, and quite soon found some amazingly interesting- 

looking ones. Figure 30 shows a very good example of these. This particular figure 

was taken from a run with both electrons and ions present, but the effect was also 

visible in runs with only electrons. This is merely an exceptionally clear example. 

There are some interesting things to note in this figure. The first interesting thing
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Figure 29: Suprathermal tails with normal beam and background, but with ion/'

electron mass ratio of 128 instead of 64. Beam is again rejuvenated.



is the shape of the background distribution. The electrons react to the Langmuir 

waves which are propagating in the plasma. In the upper half of the background 

distribution, the waves have the wavelength that would be expected from the waves 

excited by the beam-plasma instability—compare this to some of the other phase 

space plots I have shown. In the lower half of the background, on the other hand, 

the wavelength visible there is about half of the first wavelength. Apparently, 

there axe Langmuir waves with a fairly large wavenumber propagating backwards 

in the plasma. Their phase velocity seems to be low enough that they can interact 

resonantly with the Maxwellian tail of the background distribution. This resonant 

interaction causes the dense suprathermal tail below the background plasma, which 

is the other interesting thing in the figure. The electrons above the background 

are from the beam, and should be there. If this suprathermal tail at < 0  is real, 

it is a very sexy bit of physics. Unfortunately, it does not appear to be real. After 

other similar runs, I became convinced that this effect is caused by a numerical 

interaction between three Langmuir waves. Figure 31 shows one of the things 

that convinced me of this. This particular figure was taken from a pure-electron 

run. There are three peaks in the energy spectrum: the first is around mode 40, 

the next around mode 75, and the third around mode 110. The first peak is due 

to the beam-plasma instability, but the other two peaks cannot be explained by 

it. In analytical plasma physics, there are no nonlinear interactions between three 

Langmuir waves, because it is impossible to satisfy the Manley-Rowe relations with 

three waves which satisfy the Langmuir wave dispersion relation. These relations 

require that Siki =  0 and Yli — 0> where the S{ are either 1 or —1, the same 

in both sums. Physically, these sums correspond to the conservation of momentum 

and energy, respectively. Now, the magnitudes of the wavenumbers of the peaks
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lie approximately in the ratio 1:2:3; these wavenumbers could thus satisfy the first 

Manley-Rowe relation. I will now show that real Langmuir waves cannot satisfy 

the second Manley-Rowe relation, and that simulation Langmuir waves might be 

able to.

Without loss of generality, one of the in the Manley-Rowe relations can be 

picked. Let Si =  +1 and write k2 =  bki. Then fc3 =  - S 3(l +  I have made 

use of the fact that Si =  ±1, so that S^ 1 =  S{. Write = we(l + and define 

Si =  akf.Then S2 =  b2 6 i and S3 =  (1 +  2 S2b +  b2)6i. can be determined from

the second Manley-Rowe relation:

1 + +
0  1 =
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(S2 +  53)62 -f- 2 S2 S3b +  1 + S3

The following table then lists the <5* with the different choices for the

S2 S3 61 62 63

1 1 | -j —3 /2 ___________ _3  3 63+ 2 b + l
_l' 1 t -1  63 + b +  1 2 P + 6 + I  2 b3+ i> + l

4 - 1 —1 — -  1 4 - - 4 -  —1 2 b2 1 T 2 T 26
- 1  +1 1/2 1 b1 b—1

b - 1 2 b - 1 2

_ 1  _ 1  -1/2  1 b 1 b— 1
1 1 b ( b - l )  2 b—1 2 b

There is no value of b for which all three 6i are positive and less than 1; this is 

why three-wave interactions between Langmuir waves are physically impossible. 

However, values of b exist for which all three Si are between 0 and —1. This is the 

condition which exists in a simulation if high-order splines are used as shape factors, 

because of the modification of the dispersion relation. This means that three- 

plasmon interactions can be possible in a simulation. (Actually, the dispersion 

relation in a simulation does not have the functional form u>(k) = u;c(l — <tA:2), 

but this does not change the basic conclusion, only some numerical factors.) This
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Figure 30: Phase space plot of a run using fifth-order spline interpolation, showing 

unusual suprathermal tail due to numerical three-plasmon interaction.
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Figure 31: Excitation spectrum in run using fifth-order spline interpolation, show

ing three peaks at modes 40, 75, and 110: evidence for a three-plasmon interaction.
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result means that high-order splines should be used with caution, if this numerical 

interaction could interfere with the purpose of the simulation.



In this thesis, I have examined the suprathermal electron tails produced in a 

beam-plasma instability, in particular the scaling of the energy in the tails with the 

background density. I first examined the theory behind the production of the tails, 

including a derivation of the Zakharov equations and the oscillating two-stream 

instability which is a consequence of the Zakharov equations. The oscillating two- 

stream instability transfers energy from Langmuir waves with high phase velocities 

to Langmuir waves with lower phase velocities. The primary Langmuir waves are 

produced by the quasilinear decay of an electron beam. The secondary Langmuir 

waves can interact with the background electron distribution via Landau damping. 

It is this transfer of energy to the background electron distribution which produces 

the suprathermal tails. Next I examined some of the effects which occur as a conse

quence of simulating a plasma rather than treating it analytically. These are found 

not to affect the interesting physics very much if one is aware of the restrictions on 

parameters imposed by the effects. Finally I presented the results of my simulation. 

First I looked at the quasilinear decay of an electron beam, and at precisely how 

it reaches the final plateau state which is predicted by theory. This part of the 

investigation did not produce any new results, but it is a nice illustration of how 

the quasilinear decay proceeds; I did not know the details of this process before this 

investigation. Next I showed that ion dynamics do indeed play an important role 

in the production of suprathermal tails, as expected from the theoretical analysis 

presented in chapter 2. This confirms that the theoretical picture of the interaction 

between an electron beam and a plasma is correct. Then I found the dependence 

of the tail energy on the beam density and on the background density. This de

pendence has not been investigated before. The result was that the energy of the

Chapter 5: Conclusion
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suprathermal tail is proportional to the beam density and depends only slightly 

on the background density: as the background density increases, the tail energy 

decreases slightly. Since the beam energy is proportional to the beam density, this 

means that the energy of the suprathermal tail is proportional to the energy of the 

beam. This is not surprising; however, the fact that the energy of the suprathermal 

tails decreases as the background density increases is somewhat puzzling. Finally I 

looked at the dependence on the ion/electron mass ratio: the energy in the supra

thermal tails decreased slightly when the mass ratio was doubled. This last result 

is not surprising, as increasing the mass ratio effectively reduces the importance of 

the ion dynamics and thus the importance of the oscillating two-stream instability 

which is necessary for the production of the suprathermal tails.

These results imply that the original hypothesis about the auroral thin layers 

was wrong: the suprathermal tails produced in an auroral electron beam (see 

Papadopoulos and Coffey, [1974] or Matthews et al., [1976]) cannot account for the 

thin layers of enhanced auroral brightness which have been observed by Hallinan 

et al., [1985]. The excess luminosity produced by the electrons in the suprathermal 

tails will be essentially independent of the background density. Thus the sporadic- 

E layers will be no brighter than the rest of the auroral plasma. I do not know 

how much additional luminosity, if any, is produced by the suprathermal electron 

tails. This would have been the next question to ask if the results of the simulation 

had indicated that the scaling with the background density was right. As it is, the 

question is moot.

The next step is to extend the simulations over a wider range of the plasma 

parameters. The scaling of the suprathermal electron tails with the background
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density should be investigated more closely. After that, it might perhaps be de

sirable to study the suprathermal tails in multidimensional simulations. In that 

case the magnetic field would have to be included explicitly, and other wave modes 

which travel across the field will presumably be excited. Although these modes 

will absorb a part of the free energy of the beam-plasma system, I think the su

prathermal tails will still be visible mainly in the parallel velocity, as the electrons 

are constrained to move parallel to the magnetic field. Thus the main conclusions 

of the one-dimensional studies which have been made, including this one, should 

still be valid.

Finally, I also found an interesting numerical artifact in the siihulation: an 

apparent three-plasmon interaction, caused by the use of high-order splines for 

interpolating particle charges onto the grid. The use of these high-order splines 

substantially modified the dispersion relation of the Langmuir waves in the simu

lation, which made the three-plasmon interaction possible.
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